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HBD Project

Aim:
• Creation of a technological platform that allows the generation, collection,

sharing and analysis of clinical and scientific data of the patients of each italian
IRCCS (Institutes for Hospitalization and Scientific Research)

IRCCS Networks and case studies:
• “Alleanza Contro il Cancro” ACC Lung Cancer Project
• “Neuroscienze e Neuroriabilitazione”: RIN neuroimaging Project
• “Cardiologica“ VavirimS Project
• “Pediatrica“ IDEA Genomic / clinical data project of rare undiagnosed patients

with the supervision of the Italian Ministry of Health

Politecnico di Milano à Consultant Member

The Health Big Data Project (Ministry of Health)The Health Big Data Project
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• At each IRCCS, creation of an integrated platform for the collection of 
clinical and scientific data

• Creation of a common, federated IT platform that allows: 
Ø communication among different IRCCSs and with the outside
Ø analysis of shared data 
Ø storage of the same

• Use of the many (possibly open-source) HW and SW tools already
operational in major international institutions

• Enhancement and valorization of the tools already available at the 
single IRCCSs

• Creation, at each IRCCS, of the conditions to guarantee the 
interoperability and data exchange among the IRCCSs.

General Purposes
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• Connectivity: among the IRCCS, with other Italian and non-Italian Research
Institutes, with the databases of the National Health Service and the international
public ones (TCGA, COSMIC, CGHub, ClinicalTrials.gov etc.)

• Data-analysis capabilities (Artificial Intelligence and Machine Learning):

Ø integration of heterogeneous data (omic and clinical) for each patient (e.g. to provide
operational tools to Molecular Disease Boards and for the creation of prescriptive
databases) and across patients, for research aims

Ø Aggregate analyzes on patient populations for various omic and clinical parameters

• Possibility of access and sharing to data-sets or common analysis pipelines by the  
individual operators of each IRCCS 

• Data storage capacity, both for the needs of the common platform (shared data) 
and for those of each IRCCS (proprietary data)

IT PLATFORM Functionalities
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• GDPR: Compliance with the privacy and security regulations of sensitive patient

data

• Investment in know-how: Specific staff, for the set-up and maintenance of the 

commn IT infrastructure (data scientists and data engineers), of the Network and 

of each IRCCS, as well as for Project Management

• Generation and Storage of Real World Data, RWD: patient health status, 

treatment and outcomes in real life context (reimbursements, disease registers, 

social media, online patient communities, sensors

• Enhancement of a culture of the patient as a partner:  (Patient Associations, 

individual patient emancipation, patient-reported data).

The IT PLATFORM should enable
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• Omics (genomics, transcriptomics, proteomics, metabolomics)
• Clinical (Electronic Medical Record and patients’ follow-up data)
• Imaging (clinical e radiomic)
• Patient- provided data (retrospective e prospective)

In the  medium  term:
• Biosensor data
• Environmental, social and economic data

Critical issues:
• Extraction and integration of however-structured data (images, natural

language, semistructured data, metadata, ….semantic information like
concepts and relationships)

Types of data 
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Medical history Disease Multi-omics

Tissue-on-chipLyfe-style

Liquid Biopsies

Germline DNA
and 
Microbiome

Digital 
Imaging,

Radiomics

Environmental 
and wearable 

sensors

Systematic Collection 
and Sharing of 

High-Resolution Patient Data 
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RWD and RWE

• Real-World Data (RWD) is collected from observations of routine clinical practice
in both prospective and retrospective ways. It is related to patient health status 
and/or health care, and is routinely collected from a variety of different sources. 
According to PharmaBoardroom, RWD make up 95% of patient data, while actual
clinical trials make up just 5%, therefore Real-world data can provide an incredibly
richer picture of the status of a patient than the one obtainable just from the clinical
trial data

• Real-World Evidence (RWE) is clinical evidence on the use and potential benefits 
or risks of a medical treatment or drug derived from analysis of RWD. It can include 
patient-reported outcomes (PROs) describing the impact of a treatment on patients’ 
quality of life, daily activities and symptoms, as well as clinical or economic
outcomes. RWE comes into play when clinical trials cannot account for the entire
patient population of a particular disease.
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Real-World Evidence

• Electronic Health Records (EHR), patient-monitoring data, data collected during
previous clinical trials, just to name a few, contribute to the definition of real-world 
data

• The creation of valuable real-word evidence requires the adoption of an appropriate 
solution to ingest, store, and process the enormous amount of information coming
from all the involved, typically heterogeneous data sources.

Data lake technologies are promising solutions for enhancing data management and 
analysis capabilities in the healthcare domain:
• Managing big data volume and variety,
• Providing data analysts with a self-service environment in which advanced analytics

can be applied. 
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The Data Lake Federation

Many healthcare organizations rely on a data warehouse, inadequate since it lacks the necessary
flexibility because of:
• Its inherently centralized architecture
• The variability of the required data analysis
• The needs related to increasing volume and variety.

In the HBD project we envisage the adoption of a data lake federation through which the  
organizations could achieve further benefits by sharing data. 
The main research challenge for  guaranteeing data reliability and sovereignity is an accurate 
data description to: 
• document their quality, 
• facilitate data discovery, 
• define security and privacy policies. 
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Data Lake Minimal Toolset
Given the main research challenges: 
• document data quality, 
• facilitate data discovery, 
• define security and privacy policies
We need tools for:
• data ingestion, to load data from the data sources, depending on the nature of the 

source, in a batch or stream mode.
• data governance that, among the others, include those for data curation and the data 

catalog.
• data storage, which also include specific solutions for storing sensitive data.
• data access, to enable the final users – such as business analysts or data scientists – to 

search and obtain the data they desire.



HBD Project

Data Lake Minimal Architecture
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Data Lake Federation
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Data Lake Federation: Node level

Operational layer: hospitals, research centres, pharmaceuticals, ….have implemented their
own data repositories to store the data about patients, exams, treatments, trials, etc. These
might be deployed on the organization’s premises or on cloud resources, possibly already
organized in a data lake or other data organization,  or using a hybrid solution.

Service component layer: it supports the implementation of the data-access services, in 
charge to expose the selected datasets. For each service, depending on the nature of the data 
and the type of support that the node wants to offer, e.g., a simple FTP connection, a REST API. 

Service layer (middle layer): it implements the policies that regulate the access to the 
exposed datasets through the defined services. These policies specify who has the right to access
what, and also which type of analysis can be performed on a given dataset or the 
transformations to be applied (e.g., anonymization) before making it available to the requester. 
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Data Lake Federation: Federation level

Federation layer: it offers both infrastructural and application services: assuming that
a set of nodes offers data services according to the structure just described, the data lake
federation has the role to create an ecosystem that enables data sharing. For instance, a 
community cloud can be established to offer common storage and computation facilities
that can be used by the node to (temporarily) store data in a convenient place to increase
the performance. At the same time, a distributed monitoring system can be offered, to 
check if the occurring data-sharing is respecting the defined access policies.

Cooperation/community layer:  it offers the tools to define and manage multi-
centric clinical trials, i.e., where the analysed data could be stored in more than one
node.
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Research Challenges

• A suitable infrastructure for fast and controlled ingestion of 
data, and subsequent storage; 

• Models and tools to support data reconciliation and 
integration; 

• A data catalogue for describing sources in such a way as to 
facilitate their search, exploration, and integration; 

• Security and privacy requirements’ management policies
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Data Lake Minimal Services
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Data integration
Data integration is the problem of combining data residing at different
sources, and providing the user with a unified view of this data (*)

In our case, the two main problems related to integration are:

• How do we ’put together’ all the data related to a specific patient?

• How do we compare data of any kind (e.g., images, time series, 
medical reports...) to the end of deriving their similarities and 
differences?

(*) Lenzerini, M.: Data integration:
A theoretical perspective, PODS 2002.
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Pay-as-you-go approach in the data lake(s)

When a query or an update is submitted to an integration system this has to perform some reformulation in terms of 
a set of queries over the single datasets:
• The system determines which datasets are needed to answer the query
• If more than one dataset is needed, determine which predicates (conditions) apply to only a single dataset and 

which predicates apply to elements from more than one dataset. 
• The latter ones can only be evaluated over all the involved datasets, appropriately combined, whereas

each of the former can be evaluated over the specific dataset addressed by that (sub) query. 

In a data lake these operations are performed in a pay-as-you-go fashion, avoiding the creation of mediated schemas
or the permanent establishment of relationships between the elements of different sources (entity resolution and
data fusion), and relying instead on temporary links based on metadata. 
Basic tools:
• keyword search over a collection of data coupled with effective data visualization
• improving the metadata in the system to the end of supporting and validating schema and instance, instance and 

reference reconciliation
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Back to our challenges
• How do we ’put together’ all the data related to a specific patient? 

• How do we compare data of any kind (e.g., images, time series, medical reports...) to 
the end of deriving their similarities and differences?

Ø The integration of natural language text can be supported by semantic techniques (ontologies
are numerous and rich in the health domain) and/or on ML tools( e.g. word and sentence
embeddings)

Ø Queries that require to retrieve images, or time series, that show some resemblance, might be 
based on keyword-search on the image features or other metadata, or  exploit some service 
based on image or plot similarity

Ø The data lake should be able to establish a relationship between datasets that have different
characteristics, and also allow different modes of interaction

Ø Fundamental a catalog of descriptive
Ø This information is the basis to allow search,  query and update over all the contents of the 

data lake, regardless of their formats
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Data Catalogs and Metadata
The data catalog supports the organization and description data in order to ease data access, exploration
and discovery:
• It is often difficult to understand the contents of a raw dataset: strange field names, unstructured or semistructured data, ….  
• Different field names for the same data in different datasets

Data catalogs offer dataset annotations, with consistent business terms and interfaces supporting data 
search using a well-known vocabulary. 
Data catalogs contain metadata, i.e. information about content, quality, provenance, and trustworthiness
of the datasets:
• Descriptive metadata add information about who created a resource, what it is about and what includes. This is best applied

using semantic annotations.
• Structural metadata include data about the way data elements are organized, their relationships and the structure they exist in.
• Administrative metadata provide information about the origin of resources, their type and access rights.
• Semantic metadata to interpret the meaning of the data via references to concepts, often formally described in a knowledge

graph or ontology. 

A different, more  coarse-grained classification considers Technical Metadata , related to the profile of 
the datasets (e.g., list of attributes, data types, statical information), and Business Metadata, that
provide a business description of a dataset.
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Metadata
Data Sharing requires trust among the parties and this can be reached by enriching the description of the data sources
with information related to data quality and data provenance.. 

• Descriptive and Administrative Metadata add information about who created a resource, therefore it can be used
for keeping track of Data provenance. Knowing all the operations performed on the dataset including
responsibilities (i.e., who did what) and temporal details. This also allow data scientists to understand if data are 
reliable.

• Structural metadata and Semantic metadata can be used for supporting integration, and for information related to 
Data quality. The data quality level of a dataset can be described by using the traditional data quality dimensions
(e.g., completeness, consistency) and additional properties able to reveal the presence of errors or biases. 
Unfortunately, the data quality dimensions havde been initially conceived for for structured Databases,  therefore a 
reflection on  quality for the data used in the healthcare domain (e.g., text, images) is badly needed.

Datasets should be described also from the security and privacy point of view in order to guarantee that data are 
treated according to the right policies and regulations.

Data tagging should be performed with a human-in-the-loop approach, typically at data ingestion.



HBD Project

OBJECTIVE: discover if Next Generation Sequencing (NGS) is

reliable when looking for markers of lung cancer in patients’ 

genomes. 

• Need to find patients suffering from this disease, associated with 
digital records in which the tumor marker is reported,  to create a 

golden dataset including a set of patients characterized by the 
tumor markers that have been found.

• Final objective of the trial: contact as many patients as possible
and ask them to undergo a biopsy. 

• Applying the NGS process to the collected organic material, the 
Hospital wants to check whether the NGS can find the same
tumor marker(s) that had already been found in the past with 
traditional approaches, as reported in the golden set. 

According to this scenario, the main problem for the ACME Hospital is that the required
information is:
Ø dispersed among different nodes, 

Ø managed by different systems, and 

Ø stored in different formats, which depend on the technology adopted for the storage.
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Data Movement

Besides sharing data, the data lake federation should also offer a way to share computation: 

• To increases the number of possible configurations with which the data analytics can be performed, by 
balancing between data and computation movement.

• Clinical trials may require the analysis of datasets of different sizes and complexities, and moreover
the computation can be heavy or light depending on the types of analysis.

E. G.: If the ACME Hospital has enough resources to generate, analyse, and host the result of the 
sequencing,  the list of tumor markers observed in the patients of the other hospitals can be sent to the 
ACME Hospital with no impact on the performance. On the other hand, the biopsy and the related
genomes could be sequenced directly at the other hospitals.

à Is it better to transmit the genomes to the ACME Hospital to compare the information about the 
tumor marker, or to perform also the comparison at the hospital premises ?

à Can we offer a trusted security environment that ca run the hosted code without the risk that this
code affects the rest of the system and that it has visibility only on the data agreed to be shared ?
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Service Metadata: creating a Service Catalog

• Some Descriptive and Administrative (Technical) metadata should exist also for 
Services, to add information about who created a service, what it is about and what it
does, the supported formats and rights.

• Metadata about the computation must also be added to support the peculiarities of 
the various kinds of data analysis

The challenge is to identify a common, minimal and sufficient set of computation-
related metadata to be used to decide if the analysis should be executed locally or 
remotely, and with which resources for computation and for code mobility. 
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Infrastructure
• Given the types of data at stake, 

computational resources require
both CPU and GPU support

• Storage is organized into a Hot 
Storage, containing data requiring
quick access, and a cheaper and 
slower Cold Storage for less
frequently used data

• Data analysis can be performed both
on-premises and on the cloud; 

• The network is used for ingestion
and for querying: the former
requires resources several orders of 
magnitude larger
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The life-cycle of raw data

After a time period from few months to a few
years the raw data become less likely to be 
needed, and it can be transferred to a cold
storage for cost reduction, and after many years it
can be deleted.

Each trial can produce a different
amount of data depending on their
nature:

• text-based reports (103B)

• RX images (107B)

• CT scans (109B) 

• Genome sequencing (1011B). 

For the largest types the ingestion
phase becomes a real challenge, and 
the network becomes the bottleneck
for transferring raw data to the cloud.
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How can computational resources be managed?
Biggest challenge for managing the computational resources:  heterogeneity of the tools
commonly used to filter raw data. 
Trials, belonging to a large variety of contexts, need totally different tools, exploiting
different resources: 
• large amount of memory
• very fast storage access, 
• a sufficiently large number of GPUs. 
A trade-off:
• Forcing all the users to rely on a single technology (i.e., a Linux VM in a IaaS deployment) 

might be too limiting
• allowing many services (i.e., Hadoop and Spark clusters, Docker based conainers as well

as IaaS VMs) might generate more heterogeneity, hindering data integration.
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Privacy and Security
Privacy is a key concept and requirement in federated data lakes. Being deployed in the European
Economic Area (EEA) and using data of European citizens, the  data lake federation proposed in HBD must 
follow the European General Data Protection Regulation (GDPR), which categorizes data into three types:
Ø anonymous data: data that do not contain information that can be used to identify a person, e.g., 

already anonymized, or cumulative data, like n. of patients in a hospital;
Ø personal data: data that contain information that can be used to identify a person, e.g., SSN;
Ø sensitive data: personal data that contain information on physical, mental health or condition and 

other particular conditions, e.g., the results of an AIDS test. Sensitive data are a subset of prsonal data.

As for anonymization, a  frequently adopted strategy consists in stripping personal identificators from 
personal data. 
Unluckily, anonymization removes information, thus reducing data utility, e.g. removing the relationships
among different exams of the same patient, therefore, even if anonymous and pseudo-anonymous data 
are not protected by the GDPR and privacy laws, they are still an asset of health organizations and need to 
be protected as well.
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Which legal basis can be used for sharing health care data?

The GDPR allows sharing personal and sensitive data for the following lawful basis:
• consent
• performance of a contract, 
• legitimate interest, 
• vital interest, 
• legal requirement, and 
• public interest. 
Consent is the most known and used, yet, it cannot be adopted for the federated data lakes since, as defined in the 
GDPR, it must state the specific purposes of use of  the personal data, while the system we want to design aims precisely
at sharing data among health care organizations for  all the possible purposes of the trials that will need them. 
The problem exists for both retrospective and prospective trials: 
Ø For retrospective trials, consents are collected at data collection and cannot be modified later. Moreover, for 

retrospective trials, in many case patients may not be able to sign new consents because they may be unavailable at
the moment.

Ø For prospective trials, the specificity of the consent does not allow to use general terms or make it open for other, 
unknown, trials. 

Due to these reasons, our architecture adopts as lawful base the public interest and, in particular, what is described in 
the Article 9(2)(j) of the GDPR for research purposes.
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Conclusions
An ever-challenging project, in terms of infrastructure, integration, data cataloguing, 
data movement and privacy for the Health domain.

A fundamental aim: grant the possibility to easily share healthcare data among medical
research centers and organizations, removing data sharing hindrances that too
frequently pose barriers for precious clinical results.
Focus of future work will be to provide methods and tools to solve these research
challenges. In particular the compliance with European norms like the Data Governance
Act * and Data Act** .

* European Commission: Regulation of the european parliament and of the council on european data governance (data 
governance act) (November 2020), https://eurlex. europa.eu/legal-content/EN/TXT/?uri=CELEX:52020PC0767
**European Commission: Regulation of the european parliament and of the council on harmonised rules on fair access to 
and use of data (data act) (February 2022), https://eur-lex.europa.eu/legal-content/EN/ALL/?uri=CELEX:52022PC0068

https://eurlex/

